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ABSTRACT
This project explores the application of machine learning
to predict Formula 1 lap times and race outcomes, leverag-
ing historical data spanning from 2014 to 2023. The primary
objective is to develop a predictive model capable of accu-
rately forecasting lap times for individual drivers throughout
a race. By utilizing advanced machine learning techniques,
particularly Long Short-Term Memory (LSTM) networks,
this research aims to uncover the complex relationships be-
tween various factors influencing lap times, such as track
characteristics, team performance, driver performance, and
historical trends.
The study begins with a comparative analysis of simpler

models like linear regression, decision trees, and random
forests to establish baseline performances. LSTM models are
then employed to handle sequential data and capture tempo-
ral dependencies in lap times. The results demonstrate the
effectiveness of LSTMs in predicting relative driver perfor-
mance and race outcomes, with refinements such as custom
loss functions improving accuracy. Findings from prelimi-
nary tests revealed that minimizing laptime loss alone does
not always translate to better race outcome predictions.
The evaluation includes testing on the 2023 Abu Dhabi

Grand Prix and 2024 Bahrain and Abu Dhabi Grands Prix,
showcasing significant improvements in prediction accuracy
with later model iterations. Future work will explore trans-
former models for their ability to capture global dependen-
cies and extend prediction scope to include pit stop strategies
and safety car laps. This research not only advances predic-
tive analytics in motorsport but also offers valuable insights
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into Formula 1 dynamics, enhancing engagement for teams,
broadcasters, and spectators alike.
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1 INTRODUCTION
Formula 1 racing stands at the pinnacle of motorsport, where
drivers push the limits of human and machine performance
on some of the world’s most challenging circuits. Central
to the competitive landscape of Formula 1 is the quest for
optimal lap times, which directly influence race outcomes
and hence affect championship standings. In this context,
the prediction of lap times emerges as a critical endeavor,
offering insights into driver performance, race strategies,
and ultimately, the determination of race winners [1, 4].
The importance of accurately predicting Formula 1 lap

times cannot be overstated. In the high-stakes environment
of such elite motorsport, by forecasting lap times, teams gain
a strategic edge in race planning, pit stop optimization, and
tire management, all of which are crucial factors in securing
victory. Moreover, for broadcasters and spectators, lap time
predictions add an extra layer of excitement and engagement,
enabling informed speculation and analysis throughout the
race. Having a tool that can assist with making such educated
guesses not only demystifies such a complex sport but can
also deepen the sense of involvement for all audiences.

To address the challenge of lap time prediction in Formula
1, this research builds upon a foundation of data-driven anal-
ysis and machine learning methodologies. Drawing from ex-
tensive datasets spanning multiple seasons and race circuits,
the project aims to uncover the complex relationships be-
tween various factors influencing lap times, including track
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characteristics, car performance, and driver behavior. There-
fore the main research question of this project is ‘How accu-
rately can we predict lap times of a given race using machine
learning methodologies?’.

However, the task of predicting Formula 1 lap times presents
several formidable challenges. The dynamic nature of racing
environments, the interplay of multiple variables, and the
inherent uncertainty of such a competitive sport pose sig-
nificant obstacles to accurate forecasting. Yet, it is precisely
these challenges that make this work both hard and exciting.
Success in this endeavor promises not only advancements
in predictive analytics but also deeper insights into the in-
tricate dynamics of Formula 1 racing, perhaps even pushing
the boundaries of what is achievable in sports analytics and
machine learning.

2 RELATEDWORK
2.1 Machine learning analysis
An important utilization of machine learning techniques is
to find the importance of certain variables for determining
a particular outcome. That is exactly what one paper has
done, by using tree-based models to find the relevance of
variables such as starting position, constructor points, and
driver points in terms of finishing top 3 in a given race [12].
Another study that was done had a similar approach, where
instead of using tree-based models, it utilized LSTMs to find
explanatory variables. The findings of this paper were es-
sentially that the performance of a driver in the qualifying
session is crucial to determining the end position of said
driver in a race [13]. The work done by both of these papers
will be useful for this project as it will allow the choosing of
the correct variables for the dataset, and make sure that any
key variables are not left out.

2.2 Predicting or Optimizing Strategy
Along with the analysis of what variables are important,
another use of machine learning in this context is to find
optimal solutions in order to maximize performance. In this
case, machine learning could be used to determine optimal
pit stop strategies. This is exactly what is proposed in a
Master’s thesis, whereby the author aims to automate the
identification of tire strategies for Formula 1 races by treat-
ing the problem as a sequential decision-making process.
What is interesting about this approach is that the paper
designs a planning environment that replicates past Formula
1 races using a lap time simulator based on regression tech-
niques applied to publicly available race data [10]. This is
quite interesting as it allows one to see how making a cer-
tain decision for a certain driver can change the whole race’s
landscape. Another paper used a slightly different approach,

which was to use a predictive model for determining the op-
timal timing of pit stops during Formula 1 races. The author
utilized 3 different machine learning algorithms (Support
Vector Machines (SVM), Random Forest, and Artificial Neu-
ral Networks) to determine which one would be best in not
only predicting whether a driver makes a pitstop at a given
lap of the race, but whether the pitstop was a ‘Good Pitstop’
[8]. Such an approach would definitely be of use when trying
to create a predictive model that not only takes into account
raw driver performance but also the pitstop strategies of
different teams.

2.3 Predicting race outcomes
Perhaps one of the most important applications of machine
learning in the realm of Formula 1 is the prediction of race
outcomes. One paper does exactly that by trying to predict
the winner of Formula 1 races using Python and Support
Vector Machines. Their model was trained using historical
data from F1 races, such as lap times, sector times, qualifi-
cation times, and information about the drivers and teams.
They set their experiment as a classification problem, where
they would determine whether a driver would finish on the
podium, finish in the points (top 10 on the grid) or would
not finish in the points (placed 11th to 20th position on the
grid) [11].
Another paper that tries to predict race outcomes uses

generalized additive models (GAM) to represent the evolu-
tion of lap times in Formula 1 races. Their aim is to analyze
Formula 1 team and driver performances during a specific
race by modeling lap times as a function of relevant pre-
dictor variables, both numeric and categorical. The study
focuses on the Formula 1 season of 2015 and utilizes freely
available data to fit the model. Their results indicate that
the model accurately describes race development in Grand
Prix events without unpredictable occurrences such as safety
car interventions or race suspensions [6]. Additionally, their
model shows potential for specifying alternative race strate-
gies, particularly concerning pit stop choices. The approach
specified in the paper is especially valuable to the current
project, as it predicts specific laptimes rather than general
results (as was seen in the previous paper). However, their
data pool does not consider the 8-9 additional years of racing
that happened after 2015, meaning that a newer model has
the potential to be even more accurate.

3 METHODOLOGY
3.1 Gathering the dataset
The first step in this project was to gather all the necessary
data required to train the models. There are multiple APIs
available that can be used to source this data. One of them
being the Ergast Developer API. This API has the lap times for
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all drivers for all races in a given season. While the API also
has some other data available, like the number of pitstops, it
doesn’t provide the full details such as what tire compound
was on before and after the stop. Another popular API is
FastF1, which rather than providing a XML or JSON response
(like how the Ergast API usually does) provides a Python
library where all the data can be accessed from there. This
API offers more than the Ergast API, as not only does it have
lap times, but also has the tire strategies used by all drivers
in a given race and the laps which were held under a yellow
flag or safety car. However, the data for the FastF1 API is
limited in that there is no tire compound data before 2018.
For additional data, such as finding the number of wins of a
driver up to a given point in the season, the StatsF1 website
was used. Using all of these APIs and alternate methods will
result in a raw dataset that includes data from 2014 all the
way up to 2023.

The dataset comprised information from 203 races, 55
unique drivers, and a total of 214607 laps. Each row gives
you information on a lap completed by a certain driver in
a given race. The dataset can be split into three different
categories: core features, race conditions, and driver and
team flags. The core features consist of things like race and
driver identifiers ( the ID of the race, driver, constructor, etc.),
performance metrics (grid position and qualifying lap times),
and driver statistics (number of total wins, races completed,
podiums, points this season, etc.). The race conditions consist
of safety car indicators (whether a safety car was deployed
during or before a lap) and pit stop information (whether
the driver is going to pit this lap, the compound of the tire,
and the age of the tire). The driver and team flags (in the
format of isHAM to signify that this is Lewis Hamilton’s lap,
or isRBR to signify that this lap is of a driver who races for
Red Bull) indicate which driver or team the lap corresponds
to. The target variable is the time (in milliseconds) that the
driver took to complete that lap. This is the primary outcome
that the model aims to predict using the features mentioned
above.

3.2 Comparative and Reproducibility
study

In this section, we delve into the comparative analysis of
various machine learning models and their applicability to
predicting Formula 1 race outcomes. This analysis involves
understanding the strengths and weaknesses of different
models, reproducing results from existing projects, and dis-
cussing performance outcomes. The selection of models for
this project is based on their potential to handle the com-
plexities of Formula 1 data. The models considered include:
linear regression, logistic regression, decision tree models,
random forest models, LSTMs, and transformers.

For linear regression, it was seen that it was suitable for
predicting continuous variables like lap times. While this
is easy to interpret and fast to train, it assumes linear re-
lationships which may not capture the intricate dynamics
of racing data. Nevertheless, this could still be a potential
candidate for predicting the lap times of the drivers for a
race. Logistic regression was looked at for its potential with
binary classification tasks like predicting whether a driver
pits, whether there is a safety car, or (on a more macro-scale)
whether a driver finishes on the podium [9]. A potential good
use for this is also multi-class predictions, such as what tire
(out of the three compounds available) a driver will put on
when they come in for a pitstop. However, since the main
focus of this project is to predict lap times, the maximum
that classification models can do is act as a supplementary
layer that predicts safety cars, pitstops, and tire compound
usage. This predicted information can then be used to predict
lap times.
Decision tree models are also a good potential option as

they can do both regression and classification tasks. More-
over, they can capture complex relationships (where linear
regression and logistic regression may not be able to). How-
ever, based on research, it seems that decision tree models
are quite prone to overfitting, especially with noisy data [7].
This is where random forest models might be better, as they
can still utilize decision tree models’ ability to capture com-
plex relationships, but can reduce overfitting by averaging
over multiple trees. However, it would be harder to interpret
the model and understand the importance of certain features
of the dataset in predicting the desired outcomes.

Long Short-TermMemoryNetworks (also known as LSTMs)
are another potential candidate for predicting Formula 1 lap
times. These models are ideal for time-series prediction and
capturing long-term dependencies in sequential data like lap
times. Since lap times are sequential and depend on previ-
ous laps’ conditions, LSTMs can be effective by learning the
temporal relationships. Moreover, this model type has been
used in other projects for very similar use cases (Jared Chan,
2021). Another potential model type is transformers, which
use time-series prediction (like LSTMs) but are more pow-
erful in capturing global dependencies over long sequences.
However, for these model types (both LSTMs and transform-
ers) the complexity of setting up the model and training
the models is significantly higher compared to the previous
models mentioned. Additionally, transformers specifically
are known to work well with particularly long sequences
[14] and for the use case that this project explores, we are
limited to only 50 to 70 laps for a given race.

Now that we have our dataset and also an understanding of
the models that can be used, we shall now try and reproduce
the results of two existing projects with the dataset that was
made for this project. Starting with Veronica Nigro’s project,
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we can see that her aim is to predict race outcomes like who
wins the race. She used data from 1983 to 2018 (using the
2019 season as the testing data) and included things like race
information, results, weather, driver and team standings, and
qualifying times. She had originally looked into logistic and
linear regressions, random forests, support vector machines,
and neural networks from both a regression and classification
perspective. Upon doing some testing and tuning she found
that the neural networks classifier model was the best suited
and gave the best results, correctly predicting the winner for
62% of the races in 2019. Using the same tuning parameters
but with a slightly modified version of the dataset meant for
this project, we were able to get a score of 90% for the 2019
season (training the model only on races from 2014-2018).
If the tuning parameters were modified slightly (changing
hidden layer size and alpha value) we got an accuracy of 86%
for the 2022 season (using up to the 2021 season as training
only). For 2023, (training upto 2022) we got a score of 95%.
Although this seems quite high, it must be noted that the
2023 seasonwould have been very predictable given thatMax
Verstappen had won almost all of the races. Nevertheless,
we have seen from our results of 2019 that the model that
was trained using the dataset for this project performed
significantly better (even with the same training parameters
as the final model by Veronica Nigro). Hence, we can say
that even if the approaches to training are similar, in the end,
the dataset plays a crucial role in determining the model’s
performance.
The second project we look at is by Jared Chan and uses

LSTMs to predict lap times, positions, and pit stop strategies
for up to 20 drivers throughout a race. He uses data from 2001
to 2019, using 2020 as the testing data, and has an interesting
structure for his dataset, whereby each record in his data for
a given race contains the lap information for all 20 drivers.
This information for each driver includes the driver’s ID,
the driver’s standing, the constructor’s standing, the driver’s
status, the driver’s race position, whether the driver is pitting,
and the lap time (the last three being the target variables that
are going to be predicted by the model). To reproduce these
results with the dataset meant for this project meant that a lot
of modifications would be needed not only the data we had,
but also how it would be used by Chan’s code for training
and evaluating. When evaluating his model, it received an
average loss score of 34.34, while the model trained using
the restructured version of our dataset got a loss score of
39.35. While the units are arbitrary as the data was scaled
and averaged between the three target variables, we can see
that the model that used our dataset doesn’t perform as well
as the original project’s model. A potential reason for this is
that the setup of his model and helper functions must have
been optimized for the structure of his dataset. Our dataset
has a bit more variables per driver (for example the driver

statistics which contain the number of wins a driver has),
and we were also not focusing on the status variable of the
laps, which might have played a negative role. Moreover,
when seeing the actual predictions from the model using our
dataset, there were some outlandish predictions. For example,
we were getting results that Latifi (a driver who is known
to barely ever finish in the top 10 and is usually part of the
bottom half of the grid [5]) was getting podiums. So results
like this might not seem outlandish to the model, but this is
a huge mistake to anyone with any knowledge of F1 context.
Based on the findings from the comparative and repro-

ducibility study, it is evident that focusing on LSTMs (Long
Short-Term Memory networks) and using relatively simpler
models (linear regression, decision trees, or random forests)
as baselines is the best route for this project. The primary
reason for focusing on LSTMs lies in their ability to handle
sequential data effectively, which is a key characteristic of
Formula 1 lap times. Unlike simpler models like linear re-
gression, which struggle with capturing complex temporal
dependencies, LSTMs excel in modeling time-series data by
learning relationships across laps. The reasonable success
of Jared Chan’s project further reinforces the potential of
LSTMs for this use case, as his model demonstrated ade-
quate performance in predicting lap times, positions, and pit
stop strategies by leveraging temporal patterns in race data.
While reproducing his results using our dataset revealed
some challenges, such as differences in dataset structure and
outlier predictions, these issues highlight the importance
of tailoring the model to the specific characteristics of our
dataset. We have also seen from Veronica Nigro’s project
that how much of an increase in performance can happen
just by changing the dataset. Although LSTMs have been
explored in similar contexts before, their application using
this enriched dataset provides a novel opportunity to fully
realize their potential in capturing the complex dynamics
of Formula 1 racing. By leveraging the unique features of
our dataset—such as detailed driver statistics and tire strate-
gies—this project has the opportunity to push the boundaries
of what LSTMs can achieve in Formula 1 lap time prediction.

3.3 Setting up the baseline model
To choose the baseline model we first need to find out which
model (out of linear regression, decision trees, and random
forests) performs the best using the default parameters set
by the Sci-kit Learn package. The dataset used was split into
training and test data, with 2014 to 2022 being the training
data and the 2023 season being the test data. The data was
also scaled using the StandardScaler function in the Sci-kit
Learn package in order to standardize the input data such
that the data points have a balanced scale. The inputs were
the same structure as the original dataset (where each row



Predicting Formula 1 Race Outcomes: A Machine Learning Approach Capstone Seminar, Spring 2024, Abu Dhabi, UAE

gives you information on a lap completed by a certain driver
in a given race) and hence used all the core features, race
conditions, and driver and team flags. The output was the
lap time in milliseconds for that particular lap. Each of the
models were trained and then tested on the 2023 season data,
getting the necessary scores in the form of mean absolute
error, mean squared error, root mean squared error, and the
r-squared score.

3.4 Setting up the LSTM model
For the initial setup, we had used the original structure of the
dataset without any modifications, and scaled the features
and the target using the StandardScaler by Sci-kit Learn.
Once scaled, the data was arranged in sequences such that
each sequence item was a list of the laps completed by a
certain driver in a certain race. The targets (the lap times)
were also arranged ina similar array, where each itemwas the
list of the lap times for a certain driver in a certain race. Then
these were put on PyTorch tensors and padded to ensure
consistent lengths. This step was important because not all
the races are of the same length as some can be 44 laps while
others can be 78. Then a dataset class was initialized with the
sequence and target tensors and would return a particular
driver’s sequence of laps, lap times, and the length of their
laps sequence (essentially the number of laps completed in a
given race). The length is important for packing the padded
sequence during training so that the model is not trained on
the padding values. PyTorch’s DataLoader was used to load
batches of sequences during training. For the loss function,
PyTorch’s mean squared error function (MSELoss) was used.
The models at this stage were trained with a hidden layer
size of 128, 1 LSTM layer, no dropout, a learning rate of 0.001,
a DataLoader batch size of 32, and only 10 epochs.
After a few training iterations and experimenting with

different parameters, several improvements were made to
how the training was done. For example, although 10 epochs
were sufficient for Jared Chan’s project, it was later realized
that 10 epochs were too low for this project. This could be
due to the fact that we are dealing with a smaller range of
data compared to the other project. Thus, it was increased
to 50 epochs with an early stopping mechanism added with
a patience value of 10. This meant that if after 10 epochs
the loss value hasn’t gone down, then the model may have
reached its plateau in terms of performance. Spending ad-
ditional epochs for training might cause overfitting and be
a waste of computational resources. Additionally, dropout
was introduced to ensure that no overfitting occurred and
the model can generalize better. Moreover, more LSTM lay-
ers were added to increase the trained model’s capability to
represent complex functions and relationships in the data.

Another important modification was to employ a man-
ual scaler instead of the StandardScaler. This had multiple
benefits, one of which was that it made the loss output in-
terpretable. When using the StandardScaler we would get
a training loss value of (for the sake of example) 0.26 and a
test loss (the loss seen during testing the model on the 2023
season data) of 0.07. While this may be useful for a relative
context where we see how the loss goes up or down based
on changing parameters, it doesn’t really give an idea of
how many seconds off the mark are the predicted lap times
compared to the actual lap times. While with the custom
scaler, we know exactly the units of the loss output giving a
good idea of how well the model performs in more absolute
terms. Another benefit of using a custom scaler is that the
StandardScaler calculates scaling based on mean and stan-
dard deviation, which can be influenced by outliers in the
dataset. The custom scaler avoids this issue by using fixed
scaling factors instead of relying on the statistical properties
of the data.

Additionally, the loss function was modified from simply
using PyTorch’s mean squared error function to a custom
loss function that combines lap time loss, position loss, and
historical loss. The lap time loss is essentially the same as the
original loss, where we get the mean squared error between
the actual and predicted lap times. Position loss calculates
the relative positions of drivers using the predicted lap time
sequences in a batch, and compares them with the actual po-
sitions (calculated with the actual lap time sequences). This
was introduced because it was seen that the test loss (which
used only the mean squared error for the lap time loss) was
around 6400 seconds, giving a root mean square error of
about 80 seconds. While this isn’t the mean absolute error
and is probably significantly inflated in comparison due to
the squaring of outliers, we have a general idea of the magni-
tude of the loss. Keeping in mind that the difference between
drivers per lap is usually less than 4 seconds [2], having a
root mean square error of about 80 seconds means that the
lap time predictions may not be able to accurately reflect the
relative performance of the drivers within a race, hence high-
lighting the importance of position loss. The last component
of the combined loss function was the historical loss, which
penalizes predictions deviating from historical performance
expectations. The historical performance expectations are
derived from the driver’s season points, total wins, and total
podiums. This was introduced because during preliminary
testing it was often seen that poor-performing drivers were
somehow being predicted to reach podiums. For instance, it
was seen that Logan Sargeant, a driver who is part of a team
that is struggling and is known to basically always finish
outside of the top 10 [3], was somehow being predicted as
a winner. In contrast, Max Verstappen (a four-time world
champion) was being predicted to finish outside the points.
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Having a weighted average between lap time loss, position
loss, and historical loss (such that the weight distribution of
the individual losses can be a tuning parameter) ensures that
along with lap times, relative and historical performance is
also taken into account.

3.5 Evaluation Methods
To get a deeper understanding of how the model performs it
would be useful to see its predictions for certain races. For
this, it would be ideal to choose a circuit that doesn’t have
as many incidents on track and is relatively easier to pre-
dict. These track incidents can range from weather changes
(meaning that drivers and teams have to adapt their strategy
for the wet climate mid-race), tire punctures, collisions, or
even DNFs. Based on previous analysis[15], the Abu Dhabi
Grand Prix is the race with the lowest average DNFs per sea-
son. Hence it makes sense to view the predictions of the 2023
Abu Dhabi Grand Prix to visualize the models’ performance.
To analyze the performance of the models for 2024, we will
be looking at the Bahrain Grand Prix as well as it is also one
of the circuits with the lowest average DNFs per season.
When viewing the predictions we shall see how the pre-

dicted final race position compares to the actual race posi-
tions. The race position is not a separate prediction output
but rather inferred from the lap times themselves. The sum
of the lap times for an individual driver would give the total
race time, which can then be sorted in ascending order for
all drivers to find out who finished the race in what order.
Hence the total race time is directly linked with the final
race positions. In order to compare the predicted positions
with the actual positions, we can use four different metrics.
The first three metrics are how many of the top 10, top 5,
and top 3 in the predicted and actual positions are the same
(irrespective of order). The fourth metric is whether the pre-
dicted and actual positions have the same winner. If we were
to take order into account, this would be quite an unrealistic
expectation for the model to predict the exact order for the
top 10 correctly. Therefore we have four degrees of accuracy,
where the first three are quite flexible as they don’t consider
order.

4 RESULTS
Now that we have seen how the models were set up, we
can start by seeing the results from the linear regression,
decision tree, and random forest models.
What we can see from Table 1 is that the random forest

model performed the best by all metrics and hence will be
used as a baseline to compare the LSTMmodels. Interestingly,
we see that the mean absolute error is about 9.4 seconds (the
original units in the table are set to milliseconds). So while
this may not seem like a lot, if we reiterate the point of

drivers only being about 3 seconds apart from each other in
a race, the presence of this magnitude of an error might mean
that the model fails to capture the relative performance of
the drivers (especially since these models were trained with
default parameters and without any custom loss functions).

Table 2.1 shows the predicted positions from various mod-
els compared to the actual positions of drivers for the 2023
Abu Dhabi Grand Prix. The models include the baseline
random forest model and three LSTM-based models. LSTM
model v1 signifies that the models were trained on data from
2014 to 2022 and tested on 2023 data. The v1.1 and v1.2 signify
that they were trained using different configurations (differ-
ent hidden layer sizes, different weights for the combined loss
function, etc.). The results are then evaluated based on key
metrics such as whether the correct winner was predicted,
the number of podium matches, top 5 matches, and top 10
matches. What we can see is that firstly, none of the models
correctly predicted Verstappen as the winner, highlighting a
limitation in capturing dominant driver performances accu-
rately. Additionally, some of the outlier predictions for each
model have been highlighted. We can see that the baseline
had quite a few outliers, as it predicted Sargeant winning the
race and Zhou performing well, while Verstappen and Perez
finish towards the bottom of the pack. The LSTM models
v1.1 and v1.2 also had an outlier of predicting Sargeant too
high, with v1.2 also predicting him winning the race. The
LSTM model with the lowest test loss (which was just the
lap time loss) also predicted Sargeant winning the race while
Piastri finishing towards the bottom. If we look at Table 2.2,
we can see that the LSTM models v1.1 and v1.2 performed
significantly better than the baseline model. We can also see
that the model with the lowest test loss (which may imply
that this might have the most accurate predictions) performs
worse than models v1.1 and v1.2. This means that a lower lap
time loss does not always translate to better race outcome
predictions, even though the final race outcomes are mea-
sured using lap times (by summing all the lap times together
to get total race time). This goes back to the earlier point
about how just focusing on lap time loss might overlook the
drivers’ relative performance within a race.

After conducting the tests for the 2023 season, the LSTM
models were then trained from 2014 to 2023, and then tested
on the 2024 season. The same analysis was then done on
the 2024 Bahrain Grand Prix, which can be seen in Tables
3.1 and 3.2. Immediately, we can see that the predictions
are significantly better and are quite accurate. Especially for
models v2.1 and v2.2, the predictions for the top 5 positions
not only match but also follow the exact order as the actual
positions. We also again see that the model with the lowest
test loss or lap time loss was not the one that performed the
best. For reference, the ’v2’ signifies that the models were
trained on data from 2014 to 2023.
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Model Type Mean Absolute Error Mean Squared Error Root Mean Squared Error R-squared Score
Linear Regression 12695.6254 5776411599.7532 76002.7078 0.0912
Decision Tree 10099.0927 5880952590.9297 76687.3692 0.0747
Random Forest 9437.2788 5066568167.7366 71179.8298 0.2028

Table 1: Performance metrics of different models for lap time prediction in the 2023 season

Position Actual Results Predicted Results
(baseline)

Predicted Results
(LSTM model

v1.1)

Predicted Results
(LSTM model

v1.2)

Predicted Results
(LSTM model v1
with lowest test
loss for 2023)

1 Verstappen Sargeant Leclerc Sargeant Sargeant
2 Leclerc Leclerc Verstappen Verstappen Alonso
3 Russell Piastri Norris Leclerc Hamilton
4 Perez Alonso Piastri Perez Perez
5 Norris Zhou Perez Russell Russell
6 Piastri Hulkenberg Alonso Norris Verstappen
7 Alonso Ocon Russell Alonso Leclerc
8 Tsunoda Gasly Hamilton Tsunoda Ocon
9 Hamilton Hamilton Sargeant Hamilton Norris
10 Stroll Norris Tsunoda Piastri Ricciardo
11 Ricciardo Russell Ocon Stroll Stroll
12 Ocon Ricciardo Albon Zhou Tsunoda
13 Gasly Tsunoda Stroll Albon Hulkenberg
14 Albon Stroll Zhou Ocon Gasly
15 Hulkenberg Verstappen Hulkenberg Hulkenberg Piastri
16 Sargeant Albon Gasly Ricciardo Zhou
17 Zhou Perez Ricciardo Gasly Albon

Table 2.1: Comparison of actual results and predicted results for the 2023 Abu Dhabi Grand Prix using different
models.

Model Correct Winner Podium Matches Top 5 Matches Top 10 Matches
Baseline Model
(random forest)

False 1 1 5

LSTM Model v1.1 False 2 4 9
LSTM Model v1.2 False 2 4 9

LSTM Model (v1 with
lowest test loss for

2023)

False 0 2 7

Table 2.2: Performance comparison of different models for the 2023 Abu Dhabi Grand Prix.

For the results of 2024 Abu Dhabi Grand Prix, when we
look at Tables 4.1 and 4.2 we can see that the results don’t
seem to be as accurate as the predictions for the 2024 Bahrain
Grand Prix. One possible explanation is that there were sig-
nificant incidents that happened at the start of the 2024 Abu
Dhabi Grand Prix. For instance, Piastri and Verstappen were
involved in a contact that caused them to spin out of control

(but still managed to continue racing). Perez also spun due
to contact but DNF’ed. Then later Piastri was involved in a
minor contact with Colapinto. Due to these incidents, a lot
of penalties were also handed out, causing the lap and race
times of the affected drivers to further increase [3]. With
this in mind, we can see that the models performed fairly
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Position Actual Results Predicted Results
(LSTM Model v2.1)

Predicted Results
(LSTM Model v2.2)

Predicted Results
(LSTM model with
lowest test loss for

2024)
1 Verstappen Verstappen Verstappen Verstappen
2 Perez Perez Perez Alonso
3 Sainz Sainz Sainz Stroll
4 Leclerc Leclerc Leclerc Russell
5 Russell Russell Russell Norris
6 Norris Stroll Alonso Leclerc
7 Hamilton Alonso Stroll Perez
8 Piastri Norris Norris Sainz
9 Alonso Piastri Hamilton Piastri
10 Stroll Hamilton Piastri Hamilton

Table 3.1: Comparison of actual results and predicted results for the 2024 Bahrain Grand Prix using different
models.

Model Correct Winner Podium Matches Top 5 Matches Top 10 Matches
LSTM Model v2.1 True 3 5 10
LSTM Model v2.2 True 3 5 10
LSTM Model (with
lowest test loss for

2024)

True 1 2 10

Table 3.2: Performance comparison of different models for the 2024 Bahrain Grand Prix.

Position Actual Positions Predicted Positions
(LSTM Model v2.3)

Predicted Positions
(LSTM Model v2.4)

1 Norris Norris Hamilton
2 Sainz Sainz Norris
3 Leclerc Leclerc Russell
4 Hamilton Verstappen Sainz
5 Russell Hamilton Leclerc
6 Verstappen Piastri Verstappen
7 Gasly Russell Piastri
8 Hulkenberg Gasly Gasly
9 Alonso Alonso Alonso
10 Piastri Perez Perez

Table 4.1: Comparison of actual results and predicted results for the 2024 Abu Dhabi Grand Prix using different
models.

Model Correct Winner Podium Matches Top 5 Matches Top 10 Matches
LSTM Model v2.3 True 3 4 9
LSTM Model v2.4 False 1 5 9

Table 4.2: Performance comparison of different models for the 2024 Abu Dhabi Grand Prix.
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well, with v2.3 still managing to predict the winner and the
podium in the exact same order as the actual positions.

5 CONCLUSION
This project demonstrates the potential of machine learning
in predicting Formula 1 lap times and race outcomes, offering
valuable insights into the intricate dynamics of motorsport.
By leveraging Formula 1 data from 2014 to 2023 and em-
ploying advanced machine learning techniques, specifically
LSTMs, this research has successfully highlighted both the
challenges and opportunities in applying predictive analyt-
ics to Formula 1 racing. The study began with a compar-
ative analysis of various machine learning models which
allowed us to later establish baseline performances with sim-
pler models such as linear regression, decision trees, and
random forests. These models provided a starting point for
understanding the complexities of the dataset and served as
benchmarks for evaluating more sophisticated approaches.
The LSTM models, designed specifically to handle sequential
data, demonstrated superior performance in capturing tem-
poral dependencies and relative driver performance within
races. However, the results also revealed that minimizing test
loss alone does not always translate to better race outcome
predictions. This insight underscores the importance of in-
corporating additional evaluation metrics, such as position
loss and historical loss, to align model objectives with real-
world racing dynamics. The results from testing on the Abu
Dhabi Grand Prix and Bahrain Grand Prix further validated
the effectiveness of the LSTM models. While earlier versions
of the LSTM models struggled with outlier predictions and
failed to capture dominant performances accurately, refine-
ments inmodel architecture and trainingmethodology—such
as adding dropout layers, increasing epochs, and introduc-
ing custom loss functions—led to significant improvements.
The later iterations (v2.1, v2.2, v2.3, and v2.4) demonstrated
remarkable accuracy in predicting top positions and race
outcomes for the 2024 Bahrain Grand Prix and 2024 Abu
Dhabi Grand Prix, showcasing the potential of these models
when given the right data. For future work, further research
can include looking into the same subject scope through the
primary lens of transformers instead of LSTMs. This may
help by leveraging transformer models’ ability to capture
global dependencies for improved lap time predictions. Then,
one can see whether the transformer models outperform the
LSTM models we have seen so far. Moreover, future research
can also try to increase the prediction scope. Right now, only
lap times are being predicted, but for a model that can ‘truly’
predict lap times for a given race, one must also be able to
predict pitstop strategy (pitting lap and tire compound) as
well as safety car presence in a lap. Predicting these would

result in a more complete predictive model that can predict
the outcomes of a race before it has happened.
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Figure 1: Snapshot of the Dataset

Figure 2: Snapshot of the Predictions from the 2023 Abu Dhabi Grand Prix
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